
Algorithm Design and Analysis (I)
Introduction

Guoqiang Li
School of Computer Science

1/54



Instructor

2/54



Instructor and Teaching Assistants

Guoqiang LI

• Homepage: http://basics.sjtu.edu.cn/~liguoqiang

• Course page: http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/

• Canvas: https://oc.sjtu.edu.cn/courses/90690

• Email: li.g (AT) outlook (DOT) com

• Office: Rm. 1212, Building of Software

• Phone: 3420-4167

TA:

• Ruibang LIU: 628628 (AT) sjtu (DOT) edu (DOT) cn

• Jingyu KE: windocotber (AT) sjtu (DOT) edu (DOT) cn

Office hour: Wed. 14:00-17:00 @ Software Building 3303

3/54

http://basics.sjtu.edu.cn/~liguoqiang
http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/
https://oc.sjtu.edu.cn/courses/90690


Instructor and Teaching Assistants

Guoqiang LI

• Homepage: http://basics.sjtu.edu.cn/~liguoqiang

• Course page: http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/

• Canvas: https://oc.sjtu.edu.cn/courses/90690

• Email: li.g (AT) outlook (DOT) com

• Office: Rm. 1212, Building of Software

• Phone: 3420-4167

TA:

• Ruibang LIU: 628628 (AT) sjtu (DOT) edu (DOT) cn

• Jingyu KE: windocotber (AT) sjtu (DOT) edu (DOT) cn

Office hour: Wed. 14:00-17:00 @ Software Building 3303

3/54

http://basics.sjtu.edu.cn/~liguoqiang
http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/
https://oc.sjtu.edu.cn/courses/90690


Instructor and Teaching Assistants

Guoqiang LI

• Homepage: http://basics.sjtu.edu.cn/~liguoqiang

• Course page: http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/

• Canvas: https://oc.sjtu.edu.cn/courses/90690

• Email: li.g (AT) outlook (DOT) com

• Office: Rm. 1212, Building of Software

• Phone: 3420-4167

TA:

• Ruibang LIU: 628628 (AT) sjtu (DOT) edu (DOT) cn

• Jingyu KE: windocotber (AT) sjtu (DOT) edu (DOT) cn

Office hour: Wed. 14:00-17:00 @ Software Building 3303

3/54

http://basics.sjtu.edu.cn/~liguoqiang
http://basics.sjtu.edu.cn/~liguoqiang/teaching/EI6303/
https://oc.sjtu.edu.cn/courses/90690


Notification

Students who take this lecture are assumed to have a solid background of algorithms.
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Algorithm Design

Basic algorithms:

• Recursion
• Algorithms on Lists, Trees and Graphs

Advanced strategies:

• Divide and Conquer
• Master Theorem

• Dynamic Programming
• Greedy
• Duality
• Reduction
• Approximation
• Randomization
• Computational Geometry
• Algorithms on Massive Data
• . . .
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Algorithms on Special Structures

Graphs

• undirected graphs, directed graphs.

• DAG.

• bipartite.

• graphs with weights.

• . . .

Network flows

• . . .

Computational geometry
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Algorithm Analysis

Big-O Notation (Ω,Θ)

Advanced Methodology:

• Probability Analysis

• Amortized Analysis

• Competition Analysis
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Standard Algorithms

• Sorting

• Searching & Hashing

• Strongly connected components

• Finding shortest paths in graphs

• Edit distances

• Minimum spanning trees in graphs

• Matchings in bipartite graphs

• Maximum flows in networks
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Data Structure

• Balance trees, red-and-black trees

• Kripke structure, automata

• Priority queue

• Disjoint set

• Ordered binary decision diagrams (OBDD)

• . . .
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Computational Complexity

Church-Turing Thesis

Complexity class

• P, NP, Co-NP, NPI, NP-complete

• PSPACE

• RP, ZPP

Handling hard problems

• Simplex, DPLL

• Approximation

• backtracking, B&B

• local search

• treewidth
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Reference Book
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Reference Book

• Algorithms

• Sanjoy Dasgupta
• San Diego Christos Papadimitriou
• Umesh Vazirani
• McGraw-Hill, 2007.
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Reference Book

• Algorithm Design

• Jon Kleinberg
• Éva Tardos
• Addison-Wesley, 2005.
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Reference Book

• Introduction to Algorithms

• Thomas H. Cormen
• Charles E. Leiserson
• Ronald L. Rivest
• Clifford Stein
• The MIT Press (3rd edition), 2009.
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Reference Book

• Approximation Algorithms

• Vijay V. Vazirani
• Springer-Verlag, 2004
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Reference Book

• The Design of Approximation Algorithms

• David P. Williamson
• David B. Shmoys
• Cambridge University Press, 2011.
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Scoring Policy

10% Attendee.

30% Homework.

• Six assignments.

• Each one is 5pts.

• Work out individually.

• Each assignment will be evaluated by A, B, C, D, F (Excellent(5), Good(5), Fair(4), Delay(3),

Fail(0))

60% Final exam.
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Any Questions?
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Typical Algorithms
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Sorting
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Sorting

Input: A sequence of n numbers 〈a1, a2, . . . , an〉.
Output: A permutation (reordering) 〈a′1, a′2, . . . , a′n〉 of the input sequence such that

a′1 ≤ a′2 ≤ . . . ≤ a′n
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Various Sorts

• Insert Sort

• Bubble Sort

• Heap Sort

• Quick Sort

• Merge Sort
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Merge Sort
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The Algorithm

MERGESORT(a[1 . . . n])
An array of numbers a[1 . . . n]

if n > 1 then
return(MERGE(MERGESORT(a[1 . . . bn/2c]),
MERGESORT(a[bn/2c . . . , n]))) else return(a);

end

MERGE(x[1 . . . k], y[1 . . . l])

if k = 0 then return y[1 . . . l];
if l = 0 then return x[1 . . . k];
if x[1] ≤ y[1] then

return( x[1]◦MERGE(x[2 . . . k], y[1 . . . l]));
else return( y[1]◦MERGE(x[1 . . . k], y[2 . . . l]));

end
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An Iterative Version

ITERTIVE-MERGESORT(a[1 . . . n])
An array of numbers a[1 . . . n];

Q = [ ]empty queue;
for i = 1 to n do

Inject(Q, [a]);
end
while |Q| > 1 do

Inject (Q,MERGE (Eject (Q),Eject (Q)));
end
return(Eject (Q));
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The Time Analysis

• The recurrence relation:

T (n) = 2T (n/2) +O(n)

• By Master Theorem:

T (n) = O(n logn)
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Master Theorem

If T (n) = aT (dn/be) +O(nd) for some constants a > 0, b > 1 and d ≥ 0, then

T (n) =


O(nd) if d > logb a

O(nd logn) if d = logb a

O(nlogb a) if d < logb a
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Can we do better?
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Sorting

3 2 1

Yes

a2 < a3?

a1 < a2?

a1 < a3?

a2 < a3? a1 < a3?

2 3 1

2 1 3

3 1 2 1 3 2

1 2 3

No

A sorting algorithm can be depicted as a decision tree.

The depth of the tree - the number of comparisons on the longest path from root to leaf, is the

worst-case time complexity of the algorithm.

Assume n elements. Each of its leaves is labeled by a permutation of {1, 2, . . . , n}.
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Sorting

3 2 1

Yes

a2 < a3?

a1 < a2?

a1 < a3?

a2 < a3? a1 < a3?

2 3 1

2 1 3

3 1 2 1 3 2

1 2 3

No

Every permutation must appear as the label of a leaf.

This is a binary tree with n! leaves.

The depth of the tree - and the complexity of the algorithm - must be at least

log(n!) ≈ log(
√
π(2n+ 1/3) · nn · e−n) = Ω(n logn)
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Breadth-First Search
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Breadth-First Search

The lifting of s partitions the graph into layers: s itself, the nodes at distance 1 from it, the nodes at

distance 2 from it, and so on.

A convenient way to compute distances from s to the other vertices is to proceed layer by layer.

Once we have picked out the nodes at distance 0, 1, 2, . . . , d, the ones at d+ 1 are easily determined:

they are precisely the as-yet unseen nodes that are adjacent to the layer at distance d.
(a) (b) SAB DEC
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Breadth-First Search

Breadth-first search (BFS) directly implements this simple reasoning.

Initially the queue Q consists only of s. For each subsequent distance d = 1, 2, 3, . . ., there is a point in

time at which Q contains all the nodes at distance d and nothing else.

As these nodes are processed, their as-yet-unseen neighbors are injected into the end of the queue.

Order Queue contents

of visitation after processing node

[S]
S [A C D E]
A [C D E B]
C [D E B]
D [E B]
E [B]
B [ ]

DAB C ES
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The Algorithm

BFS(G, s)
input : Graph G = (V,E), directed or undirected; Vertex s ∈ V
output: For all vertices u reachable from s, dist(u) is the set to the distance from s to u

for all u ∈ V do
dist(u) =∞;

end
dist[s] = 0;
Q = [s] queue containing just v;
while Q is not empty do

u=Eject(Q);
for all edge (u, v) ∈ E do

if dist(v) =∞ then
Inject(Q,v);
dist[v] = dist[u] + 1;

end

end

end
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Correctness and Efficiency

Lemma

For each d = 0, 1, 2, . . . there is a moment at which,

1 all nodes at distance ≤ d from s have their distances correctly set;

2 all other nodes have their distances set to ∞; and

3 the queue contains exactly the nodes at distance d.

Lemma

BFS has a running time of O(|V |+ |E|).
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Shortest Path in Graph
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Lengths on Edges

BFS treats all edges as having the same length.

In reality the unit lengths always do not exist.

Every edge e ∈ E with a length le.

If e = (u, v), we will sometimes also write

l(u, v) or luv

Francisco
San

Los
Angeles

Bakersfield

Sacramento

Reno

Las
Vegas

409

290

95

271

133

445

291
112

275
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An Adaption of Breadth-First Search

BFS finds shortest paths in any graph whose edges have unit length.

Q: Can we adapt it to a more general graph G = (V,E) whose edge lengths le are positive integers?

A simple trick: For any edge e = (u, v) of E, replace it by le edges of length 1, by adding le − 1

dummy nodes between u and v. It might take time

O(|V |+
∑
e∈E

le)

It is bad in case we have edges with high length.
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Alarm Clocks

Set an alarm clock for node s at time 0.

Repeat until there are no more alarms:

The next alarm goes off at time T , for node u. Then:

• The distance from s to u is T .

• For each neighbor v of u in G:
• If there is no alarm yet for v, set one for time T + l(u, v).
• If v’s alarm is set for later than T + l(u, v), then reset it to

this earlier time.

G: 2 0 01 0 0 5 0
G′:
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An Example
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Dijkstra’s Shortest-Path Algorithm

DIJKSTRA(G, l, s)
input : Graph G = (V,E), directed or undirected; positive edge length {le | e ∈ E};

Vertex s ∈ V

output: For all vertices u reachable from s, dist(u) is the set to the distance from s

to u

for all u ∈ V do
dist(u) = ∞;
prev(u) = nil;

end
dist(s) = 0;
H =makequeue(V )\\ using dist-values as keys;
while H is not empty do

u=deletemin(H);
for all edge (u, v) ∈ E do

if dist(v) > dist(u) + l(u, v) then
dist(v) = dist(u) + l(u, v); prev(v) = u;
decreasekey (H,v);

end

end

end
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Priority Queue

Priority queue is a data structure usually implemented by heap.

• Insert: Add a new element to the set.

• Decrease-key: Accommodate the decrease in key value of a particular element.

• Delete-min: Return the element with the smallest key, and remove it from the set.

• Make-queue: Build a priority queue out of the given elements, with the given key values. (In many

implementations, this is significantly faster than inserting the elements one by one.)

The first two let us set alarms, and the third tells us which alarm is next to go off.
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Running Time

Since makequeue takes at most as long as |V | insert operations, we get a total of |V | deletemin and

|V |+ |E| insert/decreasekey operations.
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Which Heap is Best

Implementation deletemin insert/decreasekey |V |×deletemin+(|V |+ |E|)× insert

Array O(|V |) O(1) O(|V |2)

Binary heap O(log |V |) O(log |V |) O((|V |+ |E|) log |V |)
d-ary heap O( d log |V |

log d
) O( log |V |

log d
) O( (d|V |+|E|) log |V |

log d
)

Fibonacci heap O(log |V |) O(1) (amortized) O(|V | log |V |+ |E|)
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Which heap is Best

A naive array implementation gives a respectable time complexity of O(|V |2), whereas with a binary

heap we get O((|V |+ |E|) log |V |). Which is preferable?

This depends on whether the graph is sparse or dense.

• |E| is less than |V |2. If it is Ω(|V |2), then clearly the array implementation is the faster.

• On the other hand, the binary heap becomes preferable as soon as |E| dips below |V |2/ log |V |.
• The d-ary heap is a generalization of the binary heap and leads to a running time that is a

function of d. The optimal choice is d ≈ |E|/|V |;
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What Is An Algorithm
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Then, What is An Algorithm?
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What Is An Algorithm

An algorithm is a procedure that consists of

• a finite set of instructions which,

• given an input from some set of possible inputs,

• enables us to obtain an output through a systematic execution of the instructions

• that terminates in a finite number of steps.
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Not Enough, Maybe
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What Is An Algorithm

In these problems we are searching for a solution (path, tree, matching, etc.) from among an

exponential population of possibilities.

All these problems could in principle be solved in exponential time by checking through all candidate

solutions, one by one.

The quest for algorithms is about finding clever ways to bypass this process of exhaustive search, using

clues from the input in order to dramatically narrow down the search space.
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Is That ALL?
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Lecture Agenda

• More on Graph Algorithms

• More on Dynamic Programming

• Network Flows

• Linear Programming

• NP Problem

• Approximation Algorithms
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Referred Materials
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Referred Materials

[DPV07] Algorithms

[KT05] Algorithm Design

[CLRS09] Introduction to Algorithms

[Vaz04] Approximation Algorithms

[WS11] The Design of Approximation Algorithms

Content of this lecture comes from section 2.3, 4.4, and 4.5 in [DPV07].
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